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Abstract

DVS is becoming an essential feature of state-of-the-art mobile processors. Interval-based DVS algorithms are widely
employed in general purpose operating systems thanks to their simplicity and transparency. Such algorithms have a few
problems, however, such as delayed response, prediction inaccuracies, and underestimation of the performance demand. In
this paper we propose TSB (time slice based), a new DVS algorithm that takes advantage of the high transition speeds
available in state-of-the-art processors. TSB adjusts processor performance at every context switch in order to match
the performance demand of the next scheduled task. The performance demand of a task is predicted by analyzing its usage
pattern in the previous time slice. TSB was evaluated and compared to other interval-based power management algorithms
on the Linux kernel. The results show that TSB achieved similar or better energy efficiency compared to existing interval-
based algorithms. In addition, TSB dramatically reduced the side effect of prolonging short-term execution times. For a
task requiring 50 ms to run without a DVS algorithm, TSB prolonged the execution time by only 6% compared to results
of 136% for CPUSpeed and 20% for Ondemand.
� 2007 Elsevier B.V. All rights reserved.

PACS: 89.20.Ff

Keywords: Dynamic voltage scaling; DVS algorithm; Low-power techniques; General purpose operating system
1. Introduction

The rapid growth of processing performance and
the limitations of power supplies make energy effi-
ciency an important factor in portable computing
systems. Some mobile devices, such as PDAs and
laptops, employ high performance processors. As
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a result the processor often becomes the biggest
power consumer in such systems.

A processor’s power consumption is proportional
to both its frequency and the square of the input volt-
age. The characteristics of a CMOS circuit are such
that the frequency is proportional to the input volt-
age, so the power consumption in a processor
increases as the cube of its operating frequency. These
attributes cause energy consumption and heat dissi-
pation in high performance processors, and can pre-
vent the use of them in mobile systems. Consequently
.
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dynamic voltage scaling (DVS) is becoming an essen-
tial feature of processors used in mobile systems.

DVS manages the trade-off between performance
and power consumption by adjusting frequency and
operating voltage on the fly. When power consump-
tion is lowered, however, the reduced frequency
prolongs task execution times. An efficient DVS
algorithm, fitting the needs of the target environ-
ment, is therefore required to preserve adequate
performance while saving energy.

There has been a great deal of research on DVS
algorithms. A universal and optimal DVS algorithm
has not been developed, however, because the
required properties depend on the target environ-
ment. For example, a DVS algorithm designed for
hard real-time systems will have an explicit and
inflexible deadline for each task and they should
be kept strictly. Soft real-time systems also have
deadlines, but favorable energy savings can be
obtained by pushing them back slightly [1–3].

Our goal is to increase energy efficiency with min-
imal extension of execution times on the general
purpose operating systems used in laptops and
PDAs. Tasks executed on the target environment
may or may not have timeliness requirements. It is
assumed that the users of these systems do not want
prolonged execution times to result from use of
DVS.

Tasks with timeliness requirements are those
whose quality can be affected by their execution
time, such as interactive applications, multimedia
applications, and GUI handlers. They do not have
explicit deadlines and the actual timeliness require-
ments vary according to tasks. An increased execu-
tion time under DVS, however, may exceed the
implicit dead-line which is unknown in advance
and injure the quality of service. As a result the pes-
simistic approach to prevent that is finishing those
tasks as quickly as possible.

On the contrary, tasks such as the encoding of
media files and operations on large files do not have
timeliness requirements. The appropriate means of
treating tasks without timeliness requirements
depends on the user’s preference. In this paper all
the tasks being executed in a system are owned by
a user and the user is supposed that he want all these
tasks to be finished as soon as possible without
regard to DVS usage.

DVS algorithms for the environment described
above can be categorized into interval-based algo-
rithms and task-based algorithms [2]. Task-based
algorithms [1,2,4,5] analyze the deadline and work-
load of each task, and adjust processor performance
for each task based on the results. Interval-based
algorithms measure the processor utilization of past
time intervals and use this information to set the
current performance level.

In general task-based algorithms save more
energy and provide more suitable performance than
interval-based algorithms because they use more
precise and finely grained methods. Based on the
predefined dead-line of each task they provide near
optimal performance to each task separately.

Task-based algorithms assume, however, that all
tasks have explicit or implicit deadlines. This means
that task-based algorithms cannot be applied trans-
parently to the target environment in which the
deadlines of the tasks are not known.

Also the dead-line itself is hard to be defined.
Dead-line of a task can not simply expressed in a
number. For example, most activations of a word
processor relate to inserting a character which ends
in a wink. However, an activation may be for spell
checking which consumes lots of processing time.
The operating system cannot see which operation
will be executed at a certain activation and users
expect different criteria of dead-line on different
operations.

Moreover the implementation of task-based
algorithm is more complex and their overhead is
higher compared to that of interval-based algo-
rithms. As a result, it is hard to adopt task-based
algorithms into general purpose operating systems.

Interval-based algorithms [6–8], on the other
hand, are easy to implement and their effectiveness
is insensitive to task properties. Moreover they have
little overhead and can be implemented transpar-
ently. In other words, they require no modification
of the existing application and work well even with-
out providing detailed information on each task.

Thus commercial operating systems, such as
Linux and Microsoft Windows, employ interval-
based algorithms for their performance manage-
ment. Due to the relatively long intervals used,
which range from a few milliseconds to a few sec-
onds, such algorithms unfortunately cannot
respond quickly to changing performance demands
[2,7,9]. This problem increases task execution times
and sometimes causes an unnecessary loss of energy.

The purpose of this work is to suggest a new
DVS algorithm that can replace existing interval-
based algorithms in general purpose operating
systems. The suggested algorithm should provide
significant energy savings with a minimal increase
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in execution times. To achieve this, we take advan-
tage of the shorter performance transition times
seen in modern processors.

In a performance transition a processor will sus-
pend its operation for a while. This halting period
has been decreasing steadily, and in the case of Intel
Pentium M is now under 10 ls. This reduces the
overhead from performance transitions and enables
increasing the frequency of performance adjustment
decisions.

The algorithm suggested in this work adjusts the
performance level of each task at every context
switching. The required performance level is com-
puted based on analysis of how a task ended its last
time slice. The suggested algorithm has both trans-
parency and low overhead, which are the key
advantages of existing interval-based algorithms,
and moreover it responses quickly to the changing
performance requirements of each task.

The rest of this paper is organized as follows.
Section 2 describes the properties of the target envi-
ronment, centering on the operating system and
processor used. Section 3 reviews the chronic prob-
lems of interval-based algorithms, which we then try
to resolve with a new approach described in Section
4. Section 5 presents the evaluation results of our
method and compares them to existing interval-
based algorithms. Section 6 summarizes our
conclusions.

2. Target environment

The assumed target consists of personal comput-
ing equipment, the general purpose operating sys-
tems used, and the users of these systems. In this
section the target environment will be illustrated
centering around the operating system properties
and the state-of-the-art DVS technology.

2.1. General purpose operating systems

The operating system architecture is assumed to
be similar to that of traditional general purpose sys-
tems. The length of a time slice is 1 ms, and the
scheduling algorithm is that used in Linux 2.6.
The DVS algorithm should be adopted without
modification of the kernel architecture or the task
model. For transparency, the DVS algorithm
should require neither control parameters nor
detailed task information.

Tasks executed on the target systems can be cat-
egorized into tasks with a timeliness requirement
and tasks without a timeliness requirement. Exam-
ples of tasks with timeliness requirements include
GUI handlers, interactive applications, and multi-
media players which are activated many times dur-
ing their lifetime. Their timeliness is not defined
explicitly, but prolongation beyond a certain bound
spoils the results. And their requirements are
assumed to be sufficiently fulfilled with the proces-
sor running at its maximum performance. By this
the instantaneous decision of performance demand
becomes important.

The users of these systems want to reduce energy
consumption to extend the operating time, while
minimizing loss of performance. However if games
or GUI handlers show hesitations after user inputs
due to DVS, the discomfort caused will exceed the
benefit of the saved energy. Thus it is important that
the instantaneous performance adjustment.

For solving this problem, existing task-based
DVS algorithms assume that the dead-lines of all
the tasks are same as human perception threshold
and try to find the adequate performance to finish
the tasks within that. But in real world, even the
interactive tasks often do the operations which
require time to complete exceeding the human per-
ception threshold like manipulating large files or
animation effects in slide shows. Especially the
encoding and storage of multimedia files have
recently grown more important in personal comput-
ing environments. These tasks are long-term tasks
which run continuously for anywhere from a few
seconds to a few hours, and have no dead-line.
For these operations the assumption gets meaning-
less and just makes system complex. Thus for this
environment a novel approach is needed.

The multi-user systems that were widely used a
few decades ago assign them a lower priority than
the short-term tasks, so as not to interfere with
other people. All the tasks executed in a single user
system, however, belong to one person. Hence as
long as the user does not specify the priority of a
task, the system should run all tasks as quickly as
possible. As a result in the target environment the
desired DVS algorithm should reduce energy con-
sumption without side effects on any of the tasks
executed.

2.2. Fast performance transition

CMOS circuits can function normally during a
change of operating voltage within a certain thres-
hold. The bottom threshold is determined by the
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processor [11].
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inherent properties of the circuit and the operating
frequency [10]. However, frequency transition is
more complex because it is related to the synchro-
nizing problem. This is the reason that processors
generally suspend their operation during a fre-
quency change.

In the early days, processors were halted all along
the performance transitions operation. Recent pro-
cessors perform transition operations following the
procedure represented by Fig. 1. In the case of per-
formance raising, the voltage will go up first and
then frequency will be raised. In the case of perfor-
mance lowering, the frequency change will come
first. By this method the process needs to stop oper-
ating only during a frequency change.

As a result processor halting times during a per-
formance transition have been decreased much. For
example, the original Speed Step used in Intel Pen-
tium III Mobile processors suspends the processor
for about 250 ls during a transition [11]. Transmeta
shortened it to 20 ls in their Long-Run Technology.
Intel’s recent Enhanced Speed Step, used in their
Pentium M processors, requires a break of only
10 ls.

Although the halting time has decreased remark-
ably to 10 ls, the voltage transition still requires over
100 ls due to physical limitations [11]. Hence the
completion time of a performance transition domi-
nantly depends on the voltage changing period.

The imaginary target processor used in this paper
follows the transition procedure described in Fig. 1,
and a transition is assumed to require 150 ls or less.
The halting term for a frequency change is taken to
be 10 ls and is included in the transition time. The
performance ratio between the highest frequency
and lowest frequency is taken to be 7/3, which is
the same as the Intel Pentium M 1400 MHz.
3. Problems of interval-based algorithms

Interval-based algorithms determine the current
demanding performance using the aggregated
processor utilization of past intervals. The basic
rationale of this approach is that the performance
demand of the next interval will be similar to past
intervals. If utilization in the previous interval is
higher than the upward threshold, then the perfor-
mance will be raised before the beginning of the next
interval.

In general interval-based algorithms are simple,
transparent and easy to implement. Thus most gen-
eral purpose operating systems in the real world
employ interval-based algorithms in their power
management. For example, many Linux distribu-
tions use CPUSpeed [12], which uses a traditional
interval-based algorithm, as their default power
management program. Microsoft Windows XP uses
a variant form of the interval-based algorithm,
which uses different interval lengths for the upward
decision and the downward decision in order to
resolve changes in the performance requirement
more quickly [13].

Interval-based algorithms were primarily
designed under the assumption that performance
transitions should be avoided as much as possible,
because halting periods were not negligible a few
years ago. As a result they employ relatively long
intervals, from a few hundred milliseconds to a
few seconds, preventing frequent transitions. This
approach also creates problems, however.

3.1. Underestimation for averaging

Calculation of the desired performance level is
based on the average processor utilization for the
whole system during the previous interval. This
average value is a simple and comprehensive clue
to the performance demand, but sometimes it is
too simple to make accurate predictions.

Fig. 2 depicts a typical case. A CPU-bound task
runs at lowered performance during entire interval
(a). The DVS algorithm then decides to upgrade the
performance level by a step high in interval (b). In
(b) the processor utilization will be an intermediate
value like 50% and the interval-based algorithm deci-
des that no more performance adjustment is needed
at that time. As a result the task will be executed at
the performance level successively. The task, how-
ever, may be required to be finished in such a short
time that cannot be met with that low performance.
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This problem is a result from the groundless
interpretation of the timeliness requirement of tasks.
There is no reason to believe that proper perfor-
mance level for a task is somewhere between the
maximum and the minimum just because the task
was run for 50% of interval length. Especially in
case that the increase of the execution time is not
desirable, the proper way is providing maximum
performance right after the performance demand
occurs. To make matter worse the relevance
between the performance demand and the predicted
performance is getting less meaning as the difference
between interval length and changing period of per-
formance demand is getting bigger. Let us assume
an extreme case. If a task changes its state at every
1 s and the execution time of its activation is 0.1 s.
With an extremely long interval length of 1 h, the
performance will be not changed because the pro-
cessor demand is 0.1 at the situation. The same phe-
nomenon occurs in some interval-based DVS
implementations.

3.2. Late response

Task characteristics are always changing. For
example, a slept task which is awaiting a completion
of I/O operations will wake up once it obtains the
required data. The task might then initiate some
heavy data processing, or it might go to sleep again.

An interval-based algorithm is based on the
assumption that performance requirements will be
the same in the near future. Thus whenever a task
state changes the prediction of the performance
demand will fail. A DVS algorithm should then
decide on the proper performance level again and
adjust the processor state. In this case, however, an
increase in the task execution time is unavoidable.

The severity of this problem is determined by the
time required to react to a change in performance
demand. Fig. 3 shows an example. In interval-based
algorithms the performance adjustment will not
even happen at the beginning of the next interval
if the performance demand arose a time Tpre before
the end of last interval and the ratio Tpre/Tint of this
time to the interval duration is less than the upward
threshold Uup. In the worst case, the task will be
executed for a time Tpre + Tint without any correc-
tion of processor performance.

To calculate the cost incurred, it is assumed that
the above task will complete execution after an
additional period equal to the transition time Ttrans.
In other words, in the absence of DVS we assume
that the task will be executed at high performance
for the total time Tpre + Tint + Ttrans. If an inter-
val-based DVS is in effect, the execution time will
increase by a certain amount x past Ttrans in order
to make up the work deficit created during the
low-performance interval The worst-case increased
execution time x is therefore given by the following
equation.

F highðT pre þ T int þ T transÞ
¼ F lowðT pre þ T intÞ þ F highðx� ðT pre þ T int þ T breakÞÞ

Here Fhigh and Flow refer to the highest and lowest
processor frequencies, and Tbreak is the halting time
of the processor during a performance transition.
With this analysis the lost cycles for the late re-
sponse are shaded area in Fig. 3.

In CPUSpeed the default interval is 2 s for both
upward and downward transitions and upward
threshold is 75%. With CPUSpeed on the assumed
hardware in Section 2.1, the worst-case transition
delay occurs for the task with completion time of
3.5 s which is Tpre + Tint. A task requiring 3.5 s to
complete without DVS could therefore be prolonged
to 5.5 s due to the use of DVS. This extension is due
to the late response of the interval-based algorithm.
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This phenomenon has a proportionally greater
effect on shorter tasks. For example a task needing
500 ms to complete could be prolonged to 1150 ms
under CPUSpeed on the assumed environment.
Although the absolute value of the extension is
small, the new completion time is more than 200%
of the original. GUI handlers and interactive pro-
grams react to user input on very short time scales;
prolonging those tasks by a few hundred millisec-
onds may therefore hinder these programs from
providing smooth performance to the user.
3.3. Inaccurate prediction

Predictions made by interval-based algorithms
are inaccurate when the task changes its state fre-
quently. This inaccuracy decreases energy efficiency
and increases the execution time of the task.

Due to the rationale of interval-based algo-
rithms, the predicted performance demand will not
match the actual performance demand whenever a
task changes its state. An example is shown in
Fig. 4: if a task is activated during interval (a) and
uses the processor continuously, then the processor
performance will be ramped up in interval (b). If the
task then goes to sleep right after the beginning of
interval (b), the processor will waste energy due to
the raised frequency. Conversely if performance is
lowered when the task enters an idle state after
interval (b), then when the task wakes up in interval
(c) its execution will be slowed due to the late
response problem.

This symptom is aggravated by tasks that change
their state rapidly and repeatedly. The predictions
fail especially easily for multimedia and interactive
tasks. In such programs a task will typically be acti-
vated for two consecutive intervals less than 50% of
the time [14]. This phenomenon is caused by the fact
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Fig. 4. Prediction failure of interval-based algorithm.
that intervals are relatively long compared to the
average time between task state changes. If a task’s
execution time is generally shorter than the interval
length, and activation of the task occurs randomly,
there will be little correlation between the perfor-
mance demand measured in consecutive intervals.

4. Devising a new algorithm

Our objective is a DVS algorithm that reduces
energy consumption while minimizing damage to
the execution time. It is based on new technology
which enables processors to change their perfor-
mance level on time scales of a few hundred millisec-
onds with extremely short halting periods. To devise
a proper algorithm, we analyzed the properties of
the target environment and set up a suitable policy
of optimization.

4.1. Execution time variations due to task
characteristics

As shown in Fig. 5, the speed of a CPU-bound
task is linearly dependent on the processor’s perfor-
mance level. However the completion time of I/O-
bound tasks is nearly independent of processor per-
formance. This is known phenomenon [15]. It is due
to that the actual I/O processing time in the periph-
eral devices like hard disks, network interface, and
Fig. 5. Execution time as a function of performance level
for I/O- and CPU-bound tasks.

Table 1
Power consumption of supported performance levels within a
Pentium-M 1400 MHz laptop system

Clock (MHz) Voltage (V) Idle (W) Peak (W)

1400 1.484 22.59 37.34
1200 1.436 21.56 32.94
1000 1.308 20.09 28.79
800 1.180 19.00 24.65
600 0.956 17.77 21.92
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so on is much longer than the execution time of I/O
processing code.

Thus when a task is identified as I/O-bound, exe-
cuting the task at a low performance level will save
energy while sacrificing little execution time (see
Table 1).

4.2. Break-even time of an idle period

Keeping performance low during idle periods is
also a good way to save energy without affecting
task execution times. As shown in Fig. 1, power
consumption during the idle period is dependent
on the performance level. Hence without consider-
ation of the energy overhead, it makes sense to
reduce performance to the minimum level right after
the system turns to an idle state. In reality, the pro-
cessor has a transition overhead cost in terms of
time and energy. We therefore need to calculate
how long an idle period must be for its energy sav-
ings to offset the transition overhead.

We designate the idle power consumption at the
highest performance level as Phigh, that at the lowest
performance level as Plow, the performance transi-
tion time as Ttrans, and the power consumption dur-
ing the transition as Ptrans. The energy consumption
during the idle period Tidle is PhighTidle in case that
the idle period is passed under the highest perfor-
mance level. If the performance is lowered immedi-
ately after an idle period occurs, then the energy
consumption will be Plow(Tidle � 2Ttrans) + 2Ptrans

Ttrans. Thus in order for the transition to save
energy the idle time must meet the following
inequality:

P lowðT idle � 2T transÞ þ 2P transT trans < P highT idle:

This can be rearranged to isolate Tidle as follows:

T idle >
2T transðP trans � P lowÞ

P high � P low

: ð1Þ

As can be seen in Fig. 6, because Phigh > Ptrans >
Plow at all times the ratio of power costs on the
right-hand side of inequality (1) will always be
below 2Ttrans. Imposing the requirement that idle
times be greater than 2Ttrans will therefore ensure
that we break even in energy consumption. In
assumed target environment Ttrans = 150 ls, Hence
the break-even time is 300 ls.

A time slice in the target environment is equal to
1 ms. In general, the scheduling granularity of a
general purpose operating system is the same as
the time slice length. Thus if all the tasks sleep
and the system goes into an idle state, without inter-
rupt the system will idle more than a time slice. Even
a single time slice will be longer than the break-even
point. Thus it is usually beneficial to lower the per-
formance level immediately after an idle period
begins.

4.3. Categorizing tasks with the preemption pattern

To avoid prolonging execution times it is essen-
tial to identify changes in the performance demand
and provide sufficient performance quickly.

A task that uses up the time slice allocated to it
and is then preempted probably requires processor
performance. The voluntary sleep pattern of a task
awaiting I/O operations or events, on the other
hand, is a sign that the progress of the task will
not be affected by processor performance according
to the rationale described above. These clues enable
us to identify the performance demand of any given
task in a time slice transparently, without requesting
detailed task information from the operating
system.

Because the processor can change its perfor-
mance within a few hundred microseconds, rapid

identification of performance demand can solve the
late response problem by enabling quick reaction
to changes in the performance demand. In addition
this method provides predictions of the perfor-
mance demand for each task, so also more find-
grained performance management is possible.

4.4. Time slice as a prediction unit

Governing performance should be based on pre-
dictions of the performance demand. The simplest
and most transparent prediction method assumes
that the performance demand of a task will be the
same for a while.



Table 2
Probability that a time slice in which the task is preempted by a
timer interrupt will also be interrupted in the following time slice

Application Proportion (%)

Firefox 98.89
OpenOffice Writer 91.08
Mplayer (MPEG4 Video) 85.75
Mplayer (MPEG3 Audio) 98.70
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Even within this basic idea, however, differences
in analysis of the performance demand and shorter
time scales can improve prediction accuracy a great
deal. Prediction of the demand for each time slice
based on the analysis method described in Section
4.3 can provide more accuracy than the standard
interval-based prediction. This is analogous to the
fact that short-term weather forecasting is more
accurate than long-term forecasting. As shown in
Table 2, if a task used up its time slice but was forc-
ibly preempted, then it is highly likely to use up the
next time slice as well.

Thus to prevent prolonged execution times, a
DVS algorithm should provide maximum perfor-
mance to all tasks that used up their previously allo-
cated time slice. Conversely, if a task voluntarily
gives up its time slice then at the next scheduling
the task should be executed with minimal perfor-
mance to save energy.

4.5. Our suggestion: time slice based DVS

Algorithm 1. TSB algorithm

Fi means the desired performance level for task i
fmax is the highest performance level
fmin is the lowest performance level
C indicates the current performance level
Cnew temporarily contains the next C

upon task start(i):
Fi fmax

return

upon task switch(prev, next):
if(prev was preempted with interrupts)

Fprev fmax

else
Fprev fmin

Cnew fmin

if($ task j [(j 2 run queue) ^ (Fj = fmax)])
Cnew fmax

if(C 5 Cnew) {
set cpu performance to Cnew

C Cnew

}
return

The suggested algorithm, TSB (time slice based),
is described in Algorithm 1. It uses a single time slice
as the basic unit of performance decisions. A time
slice can be thought of as a extremely short, variable
length interval because a time slice can be yielded
voluntarily by the owning task of it.

Each task has a desired performance level F. As
described in Section 4.4, F is determined by the
manner in which the task’s previous time slice
ended. At the end of every time slice, the scheduler
checks whether the last time slice ended in an inter-
rupt or not. If the time slice was forcibly preempted
by an interrupt, the scheduler sets F to the maxi-
mum for the current task. If the time slice was
yielded voluntarily by the task itself, on the other
hand, F is set to the minimum.

TSB uses only the maximum and the minimum
performance levels, because its purpose is to reduce
energy consumption without sacrificing execution
time. Providing the maximum performance to a
CPU-bound task is the obvious way to prevent the
prolongation of its execution time. Hence the possi-
bility of saving energy without delaying execution
time should be obtained from I/O-bound tasks. As
shown in Fig. 5, the performance level barely affects
the execution time of I/O-bound tasks. Thus using
the only two performance levels of the minimum
and the maximum can be told as a pessimistic
approach for saving energy with minimizing the
prolongation of the execution time.

Actual performance transitions happen in the
following two cases. When a task which have the
maximum F value is inserted into running queue
and the current performance level is at the mini-
mum, the performance will be raised. Lowering
the performance will occur when the system does
not have any tasks with the maximum F value in
running queue.

The task with minimum F value will usually yield
the processor after a short run. If the transition
decision is done by F of the very next task at every
task switching, the interleaved execution of tasks
with different F values generates frequent and mean-
ingless transitions. Thus forcing dropping perfor-
mance when other high-F tasks are in running
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state would only consume more energy and increase
the transition overhead. Thus TSB maintains the
high performance even for the tasks with minimum
F when there exist a task with maximum F in run-
ning queue.
4.6. Worst case prolonged execution time with TSB

Although the analysis and prediction phases of
the algorithm are highly accurate, there are still pre-
diction failures due to changes of the task state. It is
therefore necessary to analyze the increase of execu-
tion times due to prediction failures.

For this analysis we suppose a worst-case sce-
nario. Lowered performance affects execution time
strongest when the execution time of a task is
directly proportional to processor performance.
Besides that the longest execution time increasing
happens when the original execution time of a task
in the highest performance Fhigh is the summation of
a time slice length and a transition time, Ttimeslice +
Ttrans.

The described situation is shown in Fig. 7. The
task is executed for Ttimeslice + Ttrans in the absence
of DVS. When the task is executed under our TSB
algorithm, the completion time x can be represented
by the following formula:

F highðT timeslice þ T transÞ
¼ F lowðT timeslice þ T transÞ
þ F highðx� ðT timeslice þ T trans þ T breakÞÞ:

Ttimeslice + Ttrans in the assumed environment is
1.15 ms and the resulting x is 1.82 ms. It is 0.67 ms
longer than the original execution time.

The performance adjustment occurs once per
activated period. Execution times will therefore be
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Fig. 7. Worst-case example of a prolonged execution time due to
lowered performance.
prolonged only once between activation of the task
and sleep or termination of the task.

Existing research on human–computer interac-
tions generally accept 50 ms as the threshold of
human perception [1]. Hence it can be said that an
increase of 0.67 ms once per activation will scarcely
affect the emotional quality of the interaction.

In conclusion, the high accuracy of this predic-
tion and negligible increase of execution time due
to prediction failure make the side effects from
TSB much less significant than those from inter-
val-based algorithms.

5. Evaluation

5.1. Evaluation environment

We implemented TSB on Linux 2.6.10 by adding
about 50 lines of C codes into task structure and
scheduler function. With that we conducted several
evaluations to measure energy efficiency and its side
effects on execution times. Side effects were evaluated
separately for long-term tasks (having execution
times longer than few seconds) and short-term tasks
(having execution times from a few milliseconds to
one second).

The evaluation results were compared to the
Ondemand [16] governor, which is a kernel module
for performance management, and CPUSpeed,
which is a user-level performance management
daemon.

In CPUSpeed a user-level daemon determines the
performance demand for the next interval using the
processor utilization over the past interval. If the
processor utilization of the past interval is above
the upward threshold, 75%, it raises the perfor-
mance level by a step or it drops the performance
by a step. There is also a ‘‘fast-up’’ threshold to
anticipate rapid increases in the performance
demand. If the processor utilization is above the
fast-up threshold then the processor performance
will be increased to the maximum.

Ondemand is a power management kernel mod-
ule. Also based on the traditional interval-based
algorithm, it is optimized for fast performance tran-
sitions by using much shortened interval length
which can be set anywhere between a few hundred
milliseconds and a few seconds depending on the
transition latency of the processor. Like CPUSpeed,
Ondemand also has a fast-up threshold.

Each algorithm was evaluated with both the
default interval length and the shortest interval



Table 3
Setting of interval-based algorithms for evaluation

Algorithm Name Interval length

CPUSpeed CPUSPD-D 2 s
CPUSPD-S 0.1 s

Ondemand ONDMND-D 10 ms
ONDMND-S 5 ms

Table 4
Description of the applications used for the evaluations

Name Description

ENC Encoding WAV files into OGG
MUS Playing OGG music files with mplayer

WRD Automated script for editing with OpenOffice Writer

FCP 500 MBytes file copy with cp

WEB Simulating of web-browsing with FireFox

MOV Playing MPEG4 Video files with mplayer

BON Bonnie [17]: a file I/O benchmark suite
EQA EQUAKE from SPECCPU2000 benchmark suite
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length they support as shown in Table 3. The
default and the shortest interval length of Onde-
mand is determined by performance transition time
of the processor which it is run on. The values in
Table 3 are of Intel Pentium M 1400 MHz processor
which is used in the evaluation.

The tasks used in the evaluations are shown in
Table 4. Those tasks were selected to show the
results of the tasks with different characteristics.

To measure the increase in execution time for
short-term tasks, a hypothetical task was used. This
is because it was hard to find tasks which ran for an
identical short period on every execution. With the
hypothetical task it is easy to show that under each
DVS algorithm, the observed increase in execution
time depends on the original execution time.

The hypothetical task performs a user-defined
number of while loops which are repeated sequences
of increase, compare and jump instructions. The
number of loops is automatically determined to
match a certain user-defined time by means of an
automated script. For example, if a task that runs
in 10 ms without DVS is required for our evalua-
tion, then the script will find the number of loops
that will take 10 ms to run without DVS. The task
will then be executed under each DVS algorithm
with the same number of loops, and the actual exe-
cution times will be compared to the original execu-
tion time of 10 ms.

The evaluations are performed on a Samsung
SX-10 laptop with the Fedora Core 4 Linux distri-
bution. To prevent interference from unrelated pro-
cesses, ENC, FCP, BON and the hypothetical task are
run at init level 1 and the others are run at init
level 5 (i.e. the X window environment).

5.2. Energy savings

Energy consumption was measured with a
Yokogawa WT-210 powermeter. Because it is hard
to measure energy consumption in the processor
itself, we instead measured energy consumption in
the whole system with the display removed. The
Yokogawa WT-210 can sample every 20 ls and
generate an aggregated value every 100 ms.

For each task the energy consumption was mea-
sured using three different algorithms over the same
time period, as is current in existing research [15].
The longest of the three periods is taken for each
task. This reduces any potential bias due to the sum-
mation of energy consumption from components
other than the processor, in case an algorithm
requires more time to finish than the others.

The evaluation results in Fig. 8 show that all
three algorithms effectively save energy for all tasks
except ENC. ENC is a complex task which requires
both I/O and processor resources, so the processor
utilization is high for most of its run time. Thus
all three algorithms maintain the highest processor
performance during the run, and any efforts to save
energy through performance management are
ineffective.

In all cases except MUS, CPUSPD-D reduced
energy consumption the most. CPUSPD-D has
the longest interval, which makes the previously
described underestimation problem worse. Thus,
while WEB and WRD were executing CPUSPD-D
maintained the lowest performance level for most
of the run. In other words, CPUSPD-D saved more
energy through its insensibility to short-term out-
breaks of the performance demand. Comparing
between CPUSPD-D, this phenomena was lessened
in CPUSPD-S because it is more sensitive than
CPUSPD-D for the short interval. The same prop-
erty holds for ONDMND-D and ONDMND-S.
The result shows the tendency that among inter-
val-based algorithms the shorter interval consumes
more energy.

But for MUS, it requires little processor perfor-
mance. ONDMND-S can adjust the performance
to the minimum performance level faster than the
others. And the processor remains in the minimum
during the entire evaluation with all the algorithms.



Fig. 8. Relative energy consumption to the maximum performance.
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Thus the little differences of energy consumption are
from how fast the algorithms lower the performance
level. Although the transition is performance
quickly, the energy consumption under TSB is same
as CPUSPD-D because there were few transitions
by which is suspected to be interface handlers. But
all the differences are less than 0.5%.

Both Ondemand and TSB frequently adjusted
processing speed according to changes in the perfor-
mance requirement. Due to inaccurate prediction
and delayed response, however, the short intervals
sometimes wasted energy needlessly. The severity
of this phenomena was dependent on the character-
istics of the task. This difference is especially evident
in MOV. The activation period length of MOV is sim-
ilar to the intervals of ONDMND-D and OND-
MND-S which is few ms. Thus they made lots of
miss-predictions. But CPUSPD-D and CPUSPD-S
have relatively long interval comparing to the acti-
vation period thus they rarely made the perfor-
mance changes and remain at the minimum
performance level in most of the time. As a result
CPUSpeed consumes less energy than Ondemand.
In spite of having more frequent transitions than
ONDMND-D and ONDMND-S, TSB performed
with better energy efficiency because it reacted
instantly to changes of the performance demand
and reduced the time spent with needlessly high
performance.
5.3. Long-term execution times

Three tasks in different categories were chosen to
evaluate long-term increases in execution time. ENC
is a complex task of I/O and processor operations.
EQA is a processor-bound task, and BON is an I/O-
bound task.

The characteristics of the long-term tasks rarely
changed, so the predictions of all three DVS algo-
rithms hardly ever failed. Consequently, as shown
in Fig. 9, there is little difference between the execu-
tion times of the algorithms.

In the case of BON TSB required the longest time
to finish. In spite of the fact that BON is an I/O per-
formance benchmark suite, to evaluate the diversity
of I/O operations it carries out per-character write
operations and random searches which require little
processor performance. Thus TSB frequently
demanded performance transitions and suffered
from many failed predictions. As described previ-
ously, however, the penalty for frequent transitions
and prediction misses is not serious. Even for BON
the execution time was increased by only 1.5% rela-
tive to the original.

5.4. Short-term execution times

Interactive and multimedia tasks were activated
and executed on short time scales, with user interac-
tions or periodic events. After an execution they
would usually sleep until the next activation. As
described earlier, prolonged execution times are
more damaging to short-term tasks than to long-
term tasks. To make matters worse, the short-term
tasks are generally critical and prolonging the exe-
cution time beyond a certain threshold will spoil
the quality of the result.

To measure variations in execution time for the
short-term tasks we used the hypothetical task pre-
viously described. We measured its execution time
under each algorithm for the same number of while



Fig. 9. Completion time of long-term tasks normalized to maximum speed.
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loops. The evaluation was repeated for several val-
ues of the original execution time. Fig. 10 shows
the resulting execution times normalized to the case
without DVS. The x-axis displays the original exe-
cution time (under maximum performance) used
to determine the number of loops in the hypotheti-
cal task.

For execution times up to 0.5 s, CPUSPD-D did
not show much difference from minimum perfor-
mance level because the interval was too short to
make performance transitions. For 1 s task
CPUSPD-D also performed very differently from
the other two DVS algorithms. CPUSPD-S is much
better in the tasks longer than 500 ms. But still it
shows bad reaction under 500 ms.

These results are due to CPUSPD-D’s relatively
long interval length of two seconds. Moreover the
Fig. 10. Relative execution tim
implementation of CPUSpeed makes matters worse.
CPUSpeed raises and lowers the performance using
step by step transitions, under the consideration
that some processors are unable to change between
very different frequencies in a single step. Four tran-
sitions are therefore required to get to the highest
level from the lowest in this evaluation environ-
ment. The most important reason, however, for
the heavy increase of execution time is undoubtedly
the long interval length.

Both of Ondemand worked well for all cases
longer than 50 ms. ONDMND-S shows the prolon-
gation of execution time under 40% even for 10 ms
task. As expected, however, TSB always shows the
nearest execution time to maximum performance
level among all. Execution times under TSB rapidly
converge to the result of the maximum performance
es of short-term tasks.
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level as the original execution time grows. In the
cases longer than 50 ms, TSB execution times show
little difference compared to maximum perfor-
mance. These results show that rapid identification
of task characteristics and switching performance
adjustment for each task can reduce the side effects
of using DVS as well as improving energy efficiency.

5.5. Evaluation results summary

Energy savings under TSB were similar to other
interval-based algorithms for tasks with a variety
of characteristics.

CPUSpeed, which showed the best overall energy
efficiency, was also insensitive to the performance
demands of short-term tasks. It was verified that
the cost of saving more energy was that the execu-
tion times of tasks shorter than a few seconds
increased dramatically.

Ondemand performed better than CPUSpeed on
the short-term tasks, but also showed a big differ-
ence in the execution times of tasks shorter than
50 ms. Moreover, in some cases its energy efficiency
was much worse than that of TSB due to the usual
problems with interval-based algorithms.

TSB always had the shortest execution times of
all three algorithms for the short-term tasks. As a
result, we can fairly claim that TSB provides similar
and stable energy savings with fewer side effects
than traditional interval-based algorithms.

6. Conclusion

For their simplicity and transparency the inter-
val-based algorithms are widely employed in general
purpose operating systems used in mobile devices
such as PDAs and laptop PCs. However in some
cases they increase execution times of tasks by not
a negligible length. To overcome that weakness we
clarified the problems of interval-based algorithms
in several aspects. With observing the problems
and analyzing properties of target systems, we pro-
posed TSB, a time slice based DVS algorithm, and
implemented it on the Linux kernel. TSB is trans-
parent and easy to adopt for the general purpose
operating systems. TSB is designed to reduce energy
consumption while minimizing the side effect of
prolonged execution times.

TSB employs the time slice as a basic time unit in
calculating the desired performance. The time slice
has variable length but is an extremely short inter-
val. TSB takes advantage of the high transition
speeds in state-of-the-art processor technology to
reduce the late response problem.

Analysis and prediction of the desired perfor-
mance level are done for each task within a time
slice. By this method TSB can save more energy
from I/O-bound tasks and idle periods than can
the interval-based algorithms. Moreover, it has high
prediction accuracy and provides a more suitable
performance level for each task.

The evaluation results show that increases in the
execution times are much reduced compared to exist-
ing interval-based algorithms, especially for short-
term tasks. Energy efficiency is also better than
Ondemand, the interval-based algorithm which
provides comparable performance adjustment.

We therefore propose TSB as a good DVS sched-
uler candidate for general purpose operating sys-
tems, which can replace the existing interval-based
algorithms.
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